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Belle II
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positrons e+

electrons e-

KL and muon detector (KLM): 
Resistive Plate Counters (RPC) (outer barrel) 
Scintillator + WLSF + MPPC (endcaps, inner barrel)

Particle Identifi

Aerogel Ring-Imaging Cherenkov Counter (ARICH) (forward endcap)

Electromagnetic calorimeter (ECL): 
8736 CsI(Tl) crystals 
waveform sampling (energy, time, pulse-shape)

Vertex detectors (VXD): 
2 layer DEPFET pixel detectors (PXD) 
4 layer double-sided silicon strip detectors (SVD)

Central drift chamber (CDC): 
He(50%):C2H6 (50%)

Magnet: 
1.5 T superconducting

DEPFET: depleted p-channel field-effect transistor 
WLSF: wavelength-shifting fiber 
MPPC: multi-pixel photon counter
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Charged particles in a gas detector
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Drift chamber

Tracking Detector Differences - Central Drift Chamber

Tristan Brandes: GNN-based Track Finder for SVD and CDC18 09/09/25

■ 14336 sense wires

■ Provides 2d information of the axial hits to be combined with 

information on stereo hits for 3D-information

■ Particles with transverse momentum > 0.5 GeV leave around 50 CDC 

hits per track, for lower transverse momentum > 100 CDC hits per 

track

■ Additional CDC hit information
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Charged particles in a drift chamber
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▪Each fired wire gives a drift distance (drift time × drift 
velocity) = a drift circle around the wire: the track is 
tangent to these circles 

▪Stereo wires tilted by a small angle relative to axial wires: 
that tilt is what gives the z coordinate along the wire 
when combined to a track

*
*rotation is hugely exaggerated for illustration 

stereo layer
stereo layer

stereo hits at wire center
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Charged particles in silicon detectors
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Pixels 
segmented in 2D. One hit gives a precise 2D 
point directly (→ 3D with the layer position)

Strips 
segmented in 1D. One hit gives one coordinate  
(→the second coordinate needs a crossed strip layer)
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Raw hits in the Belle II detector
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Track finding: Pattern recognition Right answer: 
14 tracks
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Track fitting: Minimisation of a helix fit
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Charged particles at Belle II
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▪Particles with pt > 500 MeV transverse the full 
tracking detector 
▪On average around 55 CDC hits, 4 SVD hits, and 2 PXD hits per track 

▪Most charged particles are pions with 
momentum around 300 MeV range 
▪Tracks curl back in the magnetic field 

▪Multiple scattering contributes significantly to momentum resolution 

▪No pile-up, but high beam-induced 
backgrounds (photons, electrons, neutrons)

Track Finding in the CDC - Signatures

Hard: Curling Tracks

■ Particles traversing the full detector with low 
momentum (pt < 0.3 GeV)

■ High curvature

Tristan Brandes: GNN-based Track Finder for SVD and CDC6 09/09/25

GNN prediction
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Algorithm requirements
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▪Identify the number of tracks 

▪Predict the three-momentum, starting point, and the charge of each track 

▪Assign the associated hits to each track 

▪Detect overlapping tracks without clear spatial boundaries 

▪Be sensitive to a large dynamic range of track lengths and curvatures 

▪Be insensitive to the hit-ordering 

▪Be rotation and charge invariant 

▪Be fully differentiable, no iterations 

▪Be efficient for sparse inputs (i.e. most inputs are zero for a given event) 

▪Be robust against moderate changes in detector configurations and backgrounds



Torben FERBER Real time AI for particle physics measurements

Trackfinding is a clustering problem in the wrong space
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Fig. 3: Track finding using object condensation: (a) Latent space, (b) condensation point candidate selec-
tion based on ω threshold, (c) condensation point selection based on isolation, (d) parameter extraction,
(e) clustering, and (f) hit ordering in real space.

hits. Subsequently, the closest hit to the pre-
vious one is determined iteratively until all
hits are ordered. We note that this procedure
is not working for low pt tracks that re-enter
the CDC several times and we discuss these
cases in Section 7.1.1.

An example event with corresponding learned
latent space representation is shown in Fig. 4.
Unlike the Baseline Finder , the CAT Finder

does not provide an initial covariance matrix for
the track fitting. All initial covariance matrix
entries for the CAT Finder are set to 0.1. We

observe that the track fitting time depends on the
initial parameters of the covariance matrix. How-
ever, the impact on the track finding e!ciency is
negligible and we leave performance optimization
of this to future work.

The hyperparameter optimization of the GNN,
and the optimization of the node parameters ω, td
and th are described in Section 6.4.
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②

What do we 
actually optimize?

③ How do we cluster 
in cluster space?

How do 
we trans-
form from 
real to 
cluster 
space?

①

L. Reuter PhD thesis https://publikationen.bibliothek.kit.edu/1000189859

https://publikationen.bibliothek.kit.edu/1000189859
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① What do we actually optimize: Object Condensation
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L. Reuter PhD thesis https://publikationen.bibliothek.kit.edu/1000189859  
J. Kieseler https://arxiv.org/pdf/2002.03605 

https://publikationen.bibliothek.kit.edu/1000189859
https://arxiv.org/pdf/2002.03605
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Graph Neural Networks
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Node with features h⃗v

Edge between two nodes 
with features ⃗euv

Graph: nodes are hits, edges are 
connections between nodes (no grid, no 
ordering required)
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Graph Neural Networks: Message passing
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=1+7+1+3 = 12 =3+1+5=9

=7+1+1=9 =1+7+1+2=11

=2+1+5=8

=5+3+2=10

=12+9+11+9=41 =9+12+10=31 

=9+12+11=32 
=11+9+12+8=40 

=8+11+10=29 

=10+9+8=27 

Message passing: each node repeatedly updates itself from its neighbors' 
messages using an aggregation function, so information spreads across the 
graph (example: add-aggregration including self-node)
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② How do we transform from real to cluster space: Deep GNNs
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GravNet 
• Dynamic Graph Neural Network layer 
• Learns an latent space representation of nodes and features 
• Edges determined using k-NN neighbours in latent space (k=54)

L. Reuter et al. https://arxiv.org/abs/2411.13596  
L. Reuter et al. https://arxiv.org/abs/2602.10897 
S. R. Qasim et al. https://arxiv.org/abs/1902.07987 

https://arxiv.org/abs/2411.13596
https://arxiv.org/abs/2602.10897
https://arxiv.org/abs/1902.07987
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③ How do we cluster in cluster space?
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hits. Subsequently, the closest hit to the pre-
vious one is determined iteratively until all
hits are ordered. We note that this procedure
is not working for low pt tracks that re-enter
the CDC several times and we discuss these
cases in Section 7.1.1.

An example event with corresponding learned
latent space representation is shown in Fig. 4.
Unlike the Baseline Finder , the CAT Finder

does not provide an initial covariance matrix for
the track fitting. All initial covariance matrix
entries for the CAT Finder are set to 0.1. We

observe that the track fitting time depends on the
initial parameters of the covariance matrix. How-
ever, the impact on the track finding e!ciency is
negligible and we leave performance optimization
of this to future work.

The hyperparameter optimization of the GNN,
and the optimization of the node parameters ω, td
and th are described in Section 6.4.
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Learned cluster space

20
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How good is tracking: Efficiency and fake tracks

21

Metrics: Track Efficiency & Track Purity

Tristan Brandes: GNN-based Track Finder for SVD and CDC37 09/09/25

Misidentified 
as Fake TrackTracks not 

found
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Results

22

L. Reuter et al. https://arxiv.org/abs/2602.10897

https://arxiv.org/abs/2602.10897
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When must you compute at the edge?
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▪Buffer or control-loop limits: Not enough time to round-trip (transfer data to 
cloud→process→transfer back) 

▪Security concerns: cloud-connection offers attack vector   

▪Safety concerns: loss of cloud-connection result in system failure 

▪No high-bandwidth link available
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Particle physics experiments

Brain-computer interfaces

Robots

Radar

Encryption and  
Decryption

Self-driving cars

Industry 4.0

Medical imaging

5G communication

Drones

Finance

Accelerators
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Neutral particles in a calorimeter

28

6 2. Belle II

Figure 2.3.: 3D rendering of the Belle II electromagnetic calorimeter. On the left side, the
backward endcap is visible. In the middle, the Barrel region is shown. On the
right side, the forward endcap is depicted. To house cables and electronics as
well as structural components, there are small gaps between the barrel and
endcap regions.
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Neutral particle reconstruction: Clustering

F. Wemmer et al. https://arxiv.org/pdf/2306.04179 

Table 1: Optimized hyperparameters of the isolated photon, and overlapping photon GravNet models.
The hyperparameters are the result of an optimization of the FWHMdep on the respective high background
validation data set.

Hyperparameter Isolated Photon Models Overlapping Photon Models

Width of the Dense Layers, FIN,FOUT 22 24
Feature Space Dimension FLR 16 16
Spatial Information Space Dimension S 6 6
Connected Nearest Neighbors k 14 16
Batch Norm Momentum 0.01 0.4
Stacked GravNet Blocks 4 4
Batch Size 1024 512

(a) Truth (b) GNN (c) basf2

Fig. 4: Comparison of (a) truth energy fractions , (b) reconstructed energy fraction by the GNN , and
(c) reconstructed energy fraction by basf2 for an example event with high beam background. Colors
indicate the fractions belonging to each photon or background. The marker centers indicate the crystal
centers, the marker area is proportional to the truth or reconstructed (GNN, basf2) energy deposition
respectively.

beam backgrounds and use the respective hyper-
parameters also for the corresponding low beam
background models. The final hyperparameters
for both the isolated photon models and the
overlapping photon models are shown in Table 1.

The learning rate, the number of dense layers
in each GravNet block, and all dimensions of the
output layers have been manually optimized by
testing a reasonable range of values. The learning
rate is set to 5→ 10→3 and is subject to a decay
factor of 0.25 after every five epochs of stagnat-
ing validation loss. We did not observe significant
over-training and as a consequence, we do not
use dropout layers or other regularization methods
but rely on the large data set.

The GNN algorithm yields the weights wX

i per
crystal for all crystals in the ROI with an energy
deposition above 1 MeV. In order to reconstruct
the total cluster energy EGNN

rec
associated with

a certain particle, we then sum over all specific
weights multiplied by the reconstructed energies
per crystal, EGNN

rec
=

∑
wX

i E
crystali
rec

.
Figure 4 shows how the GNN and the basf2

algorithms behave in clustering a typical case of
overlapping photons.

6 Metrics

For performance evaluation, the reconstructed
energy of a particle is compared with two di!er-
ent truth targets: the total deposited truth energy

7

https://arxiv.org/pdf/2306.04179
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Figure 6.2:Overview of the current adapted ECL L1 Trigger chain at the Belle II experiment. VME
and Belle2Link interfaces are omitted for clarity. Adapted from ref. [Neu26a].

out the detector snapshot and forward the event to the High-Level Trigger System (HLT) for
further processing. For more background information, the interested reader may refer to
section 2.1.1.

The GNN-ETM calculates 25 trigger bits in the postprocessing stage (see section 6.3.3), which
are forwarded to the GDL via an optical interface. In addition, one trigger bit can be selected
via the configuration register to be sent over a twisted-pair cable at lower latency. Trigger
bits on the GNN-ETM are grouped into three categories: cluster-counting trigger bits, high-
energy trigger bits, and low-multiplicity trigger bits.

For the following, the output of the CaloClusterNet algorithm is described as a set of clus-
ters 𝒞 with cardinality |𝒞| = 𝑛max

TCs . Each cluster 𝑐 ∈ 𝒞 has an associated energy 𝐸(𝑐) > 0,
a condensation point flag cpt(𝑐) ∈ {0,1}, a signal flag sig(𝑐) ∈ {0,1}, and a TC theta index𝜃id(𝑐) ∈ {1, ...,17}. The condensation point flag generated by the object condensation algo-
rithm and indicates that this TC is predicted as cluster. The signal flag generated by the
neural network is a binary classifier which predicts if a cluster is considered background or
signal. The TC theta index is defined as a binned 𝜃 angle, where 𝜃id(𝑐) ∈ {1, ...,3} resolves to
TCs in the forward endcap and 𝜃id(𝑐) ∈ {16,17} resolves to the backward endcap. Generally,
the definitions are similar or identical to existing trigger bits on the ICN-ETM. However, the
Laborsystem is used for all trigger bits on GNN-ETM.

Cluster counting trigger bits assert that the number of clusters satisfying a set of qual-
ity criteria meets or exceeds a required count 𝑐req. Without the signal classifier, only the
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Figure 6.1: Illustration of the CaloClusterNet model from ref. [Neu26a].

Basedon the algorithmand its positionwithin the trigger hierarchy, four system requirements
are derived for the GNN-ETM.

Requirement 6.1. The GNN-ETM shall deploy the full CaloClusterNet inference pipeline,
including preprocessing and postprocessing, onto a single UT 4 platform.

Requirement 6.2. Trigger bits shall be available on the GDL before any buffer of the DAQ
system reaches its limit. A critical path latency of 𝑅L = 5.0µs is imposed by the Silicon
Vertex Detector (SVD). The latency budget on the GNN-ETM is much smaller.

Requirement 6.3. The GNN-ETM shall sustain the full input rate of 𝑅th = 8million detector
snapshots per second. Each snapshot contains the values of all 576 trigger cells. Under
current operating conditions, I observe no more than 32 TCs are active per snapshot.

Requirement 6.4. The GNN-ETM should operate with 100% uptime, as any disruption to
the L1 Trigger system halts the entire experiment for the duration of the fault.

6.2 Trigger Bits

Trigger bits are boolean flags generated by modules in the L1 Trigger system. Their purpose
is to classify trigger windows based on reconstructed physical quantities in the detector. As
soon as at least one trigger bit is true, the event will be forwarded to the high-level trigger.
If all trigger bits are false, the event will be discarded. The GDL aggregates trigger bits from
all submodules to derive the global trigger decision. This signals the DAQ system to read
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28 Chapter 2 Background
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Figure 2.10:Overview of an island-style FPGA, consisting of two chiplets connected via Silicon
Stacked Interposer (SSI). The routing network is composed of connection lines, intercon-
nects as dots, and switch boxes in grey. Logic clusters are white, IO elements are dotted,
interposer elements are crosshatched. Special functional units depicted are RAM and
DSP elements. Visualisation adapted from ref. [84].

RAM elements are special elements on the FPGA, able to store large amounts of data. They
are composed of dedicated large static RAM modules. Storing data in RAM elements is more
area-efficient than in distributed logic clusters, at the cost of limited read and write ports for
accessing the data.

Digital Signal Processing elements are dedicated elements to implement certainmathemat-
ical operators more efficiently than on distributed logic elements. For example, fixed-point
or floating-point multiplication can be efficiently mapped onto these elements, enabling
higher system frequency and better area utilisation on the FPGA.

Beyond these configurable functional units, modern FPGAs often feature various additional
hard Intellectual Property (IP) cores. These cores are specifically designed to perform a fixed
function and cannot be reprogrammed freely. Examples include GTs, media access layer IP
cores for high-bandwidth Ethernet, or even full processor subsystems. The inclusion of such

DSP (digital signal processor)  
P= C (or P) + (A ± B) × D

LUT (lookup table) 
O6 = f(I₀ … I₅), any Boolean f

I0 I1 O

0 0 1

0 1 1

1 0 0

1 1 1

Example (2bit)

M. Neu PhD thesis 
AMD https://docs.amd.com/r/en-US/am005-versal-clb/IMUX-Register 
AMD https://docs.amd.com/r/en-US/am004-versal-dsp-engine/DSP58-Architecture 

https://docs.amd.com/r/en-US/am005-versal-clb/IMUX-Register
https://docs.amd.com/r/en-US/am004-versal-dsp-engine/DSP58-Architecture
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▪GNNs work by exchanging information between 
nodes along edges 

▪A gathers information from its neighbours B, C, 
and D, and performs an operation (e.g. summing) 
them and stores that result as new value of A 
→ In dynamic GNNs neighbours of A are only 
known at runtime 

▪Either need to support a large number of 
concurrent random memory accesses or need to 
improve regularity in the memory accesses for 
efficient execution

A

CB

D

E

F
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Figure 10: Quantized GNN-ETM model showing layer-by-layer quantization details in QKERAS
format.

quantization is set to Q4.12, applied uniformly to all input values for simplicity. For the outputs, a
Q6.10 format is used, ensuring a su!ciently large dynamic range for all variables.

To further reduce the number of multiplications during inference, low-magnitude pruning [59]
is applied with a pruning rate of 40 %. Attempts with higher pruning rates did not yield the
intended sparsity. In addition, the distance calculations in the graph construction and condensation
point selection steps use the L1 norm instead of the L2 norm [24], further reducing the number of
multiplications required.

The model is trained with quantization-aware training and applies low-magnitude pruning after
an initial warm-up phase of 10 epochs. All quantizations are applied during training except for
those of the exponential and sigmoid functions. Quantizing the sigmoid function during training
results in unstable behavior with large loss fluctuations, while quantizing the exponential function
prevents convergence altogether. These two quantizations are therefore applied only after training,
without any observed degradation in performance. The combined compression measures lead to
a reduction in e!ciency 𝐿trg, with the highest loss of up to 10 percentage points in the backward
endcap, a purity loss of 2 percentage points, and slightly worse energy and position resolutions.
The results of the quantized model are reported in Section 7.

5.5 Hyperparameter optimization

Hyperparameter optimization for a quantized model targeting FPGA deployment is constrained by
hardware resources. Increasing the size of the GNN requires careful trade-o"s with numerical
precision, as using reduced bit widths for activations and weights permits wider layers while staying
within FPGA resource limits. The quantization of all parameters is fixed to the values defined in
the previous section, and the number of GravNet blocks is limited to two. The optimization is
performed with Weights and Biases [60], minimizing the full loss on the validation sample.
The final hyperparameters and optimization results are summarized in table 2. Correlation factors
are also reported, indicating how each hyperparameter relates to the final validation loss. Negative

– 20 –

▪32 non-zero inputs 

▪8 Million events per second 

▪3.168μs end-to-end latency 

▪100% uptime

I. Haide PhD thesis https://publikationen.bibliothek.kit.edu/1000184927 
M. Neu PhD thesis  
I. Haide et al. https://arxiv.org/abs/2602.15118 
M. Neu et al. https://arxiv.org/abs/2607.09347 
M. Neu et al. https://arxiv.org/abs/2507.05099 

https://publikationen.bibliothek.kit.edu/1000184927
https://arxiv.org/abs/2602.15118
https://arxiv.org/abs/2607.09347
https://arxiv.org/abs/2507.05099
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(a) Forward endcap. (b) Barrel. (c) Backward endcap.

Figure 30: Cluster finding e!ciency for 𝐿+𝐿→ ↑ 𝐿
+
𝐿
→events as function of o"ine reconstructed

cluster energy 𝑀o"ine for the ICN-ETM (blue) and the GNN-ETM97.5 (orange) in the (a) forward
endcap, (b) barrel, and (c) backward endcap for simulated events (filled markers) and for Run A
(unfilled markers). Markers are connected by solid lines to guide the eye. The vertical error bars
that show the statistical uncertainty are usually smaller than the marker size. The horizontal error
bars indicate the bin width. The uncertainties of the two L1 trigger algorithms are correlated since
they use the same simulated events. The rightmost bin for the backward endcap does not contain
any entries.

(a) Energy resolution. (b) 𝑁 resolution. (c) 𝑂 resolution.

Figure 31: Comparison of (a) energy, (b) polar angle 𝑁, and (c) azimuthal angle 𝑂 resolutions for
𝐿
+
𝐿
→
↑ 𝐿

+
𝐿
→ for the ICN-ETM (blue) and the GNN-ETM97.5 (orange) in the barrel for simulated events

(filled lines) and for Run A (dashed lines). Only L1 trigger clusters reconstructed by both algorithms
and matched to an o"ine reconstructed cluster selected as a muon candidate are considered. The
simulated events are scaled to the luminosity of Run A.

7.2.3 Beam background trigger rate

We evaluate the L1 trigger rate of a high-rate L1 trigger cluster counting L1 trigger for the ICN-ETM,
the GNN-ETM, and the GNN-ETM97.5. We analyse events triggered by three random L1 trigger lines
available in Belle II: the random L1 trigger line, which receives trigger signals in a fixed interval,
the poisson L1 trigger line, which issues trigger signals at random times according to a Poisson
process with a fixed average rate, and the background L1 trigger line, which issues a L1 trigger
signal five beam bunch rotations after a physics L1 trigger signal is issued. The cross section
for physics processes of interest is small compared to the total electron positron interaction cross
section. Consequently, events accepted by the three random L1 trigger lines are dominated by beam
related activity and background processes, including collision induced contributions such as low

– 43 –

I. Haide et al. https://arxiv.org/abs/2602.15118 

https://arxiv.org/abs/2602.15118


Torben FERBER Real time AI for particle physics measurements

From Armadillo to Sunset (simplified)

37

6.4 Deployment and SystemDesign 113

on the GNN-ETM. The figure shows the dataflow graph of the accelerator after the map-
ping stage, consisting of 23 PEs. Green blocks represent PEs on the FPGA, whereas blue
blocks indicate hierarchical containers comprising multiple PEs. This abstraction layer
is introduced for better clarity. All PEs are given an identifier mapping to a layer of the
original neural network. Hyperparameters for all layers are described in more detail in
section A.1.

The following provides an overview of the resulting accelerator architecture: The input
features (Timing, Energy, Position) are concatenated and transmitted as an AXI-Stream.
For dense layers, matrix–vector multiplication, activation function, and rescaling are fused
into a single PE. Linear layers correspond to dense layers without an activation function.
Output layers differ in their activation: they either contain no activation function or a sigmoid
activation function. The mult PE multiplies the energy factor output with the input energy,
ensuring that the network returns a calibrated cluster energy in GeV. All output features are
concatenated into an AXI-Stream.
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Figure 6.10:Mapping of Radiant Armadillo CaloClusterNet onto the dataflow architecture. A detailed
overview of all hyperparameters is given in section A.1.

A second version of the CaloClusterNet, named Sunset, is shown in figure 6.11. This neural
network is a reduced version of Radiant Armadillo, which has only 16 layers in total. Most
importantly, this version of the network has only one GravNet layer, which is the main driver

114 Chapter 6 Real-Time Graph Neural Network Clustering at Belle II

of design complexity. In addition, the quantisation of this network has been adjusted through
careful training. A maximum resolution of 8bit is used for all layers, compared to up to 16bit
in the Radiant Armadillo model. Hyperparameters for all layers are described in more detail
in section A.2.
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Figure 6.11:Mapping of Sunset CaloClusterNet onto the dataflow architecture. A detailed overview
of all hyperparameters is given in section A.2.

In addition to the default DeePloy toolflow, a series of additional optimisations are applied.
These optimisations aim to reduce the computational complexity of the CaloClusterNet to
improve system performance on FPGA. At the algorithmic level, three optimisations are
applied.

First, the exponential 𝑦 = 𝑒−|10𝑥| function used in the GravNet layer is replaced by an approx-
imate version stored in a LUT during design time. The LUT covers the interval 𝑥 ∈ [0,0.5],
while values with 𝑥 > 0.5 are mapped to zero. A LUT with 256 entries and 8bit resolution is
chosen for a similar numerical precision in comparison to other layers in the CaloClusterNet
model. Figure 6.12a shows the difference between the exact and the approximated function
for 𝑥 ∈ [0,1]. The approximated function does not require any floating-point operation
and achieves an absolute error below 0.015 for all entries. To ensure that the remaining

Armadillo

Sunset
•No DSP usage 
•Internal 8-bit quantization 
 
latency: 1.053μs

•Internal 16-bit quantization 
 
latency: 3.168μs

I. Haide PhD thesis https://publikationen.bibliothek.kit.edu/1000184927 
M. Neu PhD thesis  
I. Haide et al. https://arxiv.org/abs/2602.15118 
M. Neu et al. https://arxiv.org/abs/2607.09347 
M. Neu et al. https://arxiv.org/abs/2507.05099 
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M. Neu et al. https://arxiv.org/abs/2607.09347 
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2.3 Deployment Targets 31

Figure 2.12: Exemplary architecture of a CGRA, adapted from ref. [94]. Compute tiles are white,
router tiles are dashed, and IO tiles are dotted.

2.3.3 Heterogeneous System-on-Chips

State-of-the-art platforms for domain-specific deployment, such as machine learning hard-
ware accelerators, combine multiple computer architectures on a single IC [98]. In the
following, I refer to such an IC as a heterogeneous SoC.

Figure 2.13 depicts a system-level overview of a heterogeneous SoC, composed of a general-
purpose CPU, FPGA fabric, a CGRA hardware accelerator, as well as memory and general
purpose input output (GPIO) interfaces. The components of a heterogeneous SoC are con-
nected by a central interconnect, typically a NoC, but depending on the realisation, may also
feature one or more bus systems.

CPU FPGA CGRA

Network-on-Chip / Bus Interconnect

Memory
Interface

GPIO

Heterogeneous System-on-Chip

Figure 2.13:Overview of a heterogeneous SoC, based on the definitions used in this thesis.

Very Long Instruction 
Word Processors 

Parallel execution of multiple 
multiply/accumulate, load, and 

store operations per cycle

M. Neu PhD thesis
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FPGA AIE

128 non-zero inputs 
throughput: 1.86 million events per second 
latency 6.06 μs per event

M. Neu et al. https://arxiv.org/abs/2605.10612 

https://arxiv.org/abs/2605.10612
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Large real-time GNNs on FPGA and AIEs

predicted clusters 
× signal 
× background

Belle II endcap ECAL

FPGA AIE

128 non-zero inputs 
throughput: 2.94 million events per second (+ 53%) 
latency 7.15 μs per event (+18%)

B D F

C

G

E

A

M. Neu et al. https://arxiv.org/abs/2605.10612 

https://arxiv.org/abs/2605.10612
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decaying into two photons
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▪408 fb-1 at 10.58 GeV and below (about half the 
available dataset) 

▪Search peak in the diphoton invariant mass  

▪Selection: 
▪3 high-energy photons and nothing else (requires high efficiency tracking 

to reject ) 

▪  close to known beam energy  

▪Neural network on kinematic properties to suppress  

▪Kinematic fit of three photons to known beam energy to improve mass 
resolution (0.2% for highest ALP masses)

Mγγ

e+e− → e+e−γ

Mγγγ

e+e− → γγγ

M. Dolan et al. https://arxiv.org/abs/1709.00009 
F. Abudinen et al. https://arxiv.org/abs/2007.13071  
M. Abumusabh et al. https://arxiv.org/abs/2607.07800 
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FIG. 1: Feynman diagram for ALP production e
+
e
�
! �a ! �(��) via ALP-strahlung

and the subsequent decay into two photons.
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In the above expressions, ga�� is the coupling strength of the ALP-photon interaction, ma207

is the mass of the ALP,
p
s = 10.58GeV, and ↵ is the electromagnetic coupling.208

209

The experimental signature of the decays into two photons is determined by the relation210

between mass and coupling of the ALP. It leads to four di↵erent experimental signatures (see211

Fig. 2) depending on the ALP lifetime and the opening angle between the decay photons.212

In this analysis we focused on the resolved case. In this case the lifetime of the ALP is213

very short and the opening angle between the decay photons is large enough to resolve two214

separate ECL clusters.215

216

Existing constraints on ALPs with photon coupling are shown in Fig. 3. Limits for high217

ALP masses come from peripheral ion collisions at ATLAS. The intermediate mass range218

0.05GeV/c2 . ma . 7.0GeV/c2 is only weakly constraint from LEP searches1. For even219

lighter ALPs, proton and electron beam dump experiments and searches for invisible final220

states provide strong constraint even for small couplings.221

222

1 LEP limits for hypercharge couplings are significantly stronger.
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FIG. 1. Excluded regions in ALP parameter space (figure adapted from [6, 10–12] with added

limits from [13–19]). Our bound is shown in dark blue (“SN decay”).

We focus on SN 1987a, which has already been exploited to derive a variety of limits

on ALPs. Perhaps the simplest one arises from the energy loss implied by significant ALP

emission, which would reduce the measured neutrino burst below the ⇠ 10 s observed by

neutrino detectors [20, 21] (light green region labelled SN 1987a in Fig. 1). For very light

ALPs with masses below ma < few⇥ 10�10 eV a better limit can be obtained by taking into

account that ALPs emitted from the supernova can convert into photons in the magnetic field

of the galaxy [22, 23], but no gamma-ray signal was ever detected after SN 1987a [17, 24–28]

(dark green region labelled SN 1987a)1. For heavier ALPs this does not work because the

reconversion into photons is strongly suppressed.

For su�ciently heavy ALPs with masses in the 10 keV - 100 MeV region however, an-

other process becomes possible: the decay into two photons. This possibility was analysed

1 For a future supernova the sensitivity could be improved employing Fermi-LAT [29].
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We focus on SN 1987a, which has already been exploited to derive a variety of limits

on ALPs. Perhaps the simplest one arises from the energy loss implied by significant ALP

emission, which would reduce the measured neutrino burst below the ⇠ 10 s observed by

neutrino detectors [20, 21] (light green region labelled SN 1987a in Fig. 1). For very light

ALPs with masses below ma < few⇥ 10�10 eV a better limit can be obtained by taking into

account that ALPs emitted from the supernova can convert into photons in the magnetic field

of the galaxy [22, 23], but no gamma-ray signal was ever detected after SN 1987a [17, 24–28]

(dark green region labelled SN 1987a)1. For heavier ALPs this does not work because the

reconversion into photons is strongly suppressed.

For su�ciently heavy ALPs with masses in the 10 keV - 100 MeV region however, an-

other process becomes possible: the decay into two photons. This possibility was analysed

1 For a future supernova the sensitivity could be improved employing Fermi-LAT [29].
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 looks like very 
high rate Standard Model 

  if the two decay 
photons are close together 

 
Especially for the existing  L1 

trigger. 

e+e− → a( → γγ)γ

e+e− → γγ

FIG. 1. Excluded regions in ALP parameter space (figure adapted from [6, 10–12] with added

limits from [13–19]). Our bound is shown in dark blue (“SN decay”).

We focus on SN 1987a, which has already been exploited to derive a variety of limits

on ALPs. Perhaps the simplest one arises from the energy loss implied by significant ALP

emission, which would reduce the measured neutrino burst below the ⇠ 10 s observed by

neutrino detectors [20, 21] (light green region labelled SN 1987a in Fig. 1). For very light

ALPs with masses below ma < few⇥ 10�10 eV a better limit can be obtained by taking into

account that ALPs emitted from the supernova can convert into photons in the magnetic field

of the galaxy [22, 23], but no gamma-ray signal was ever detected after SN 1987a [17, 24–28]

(dark green region labelled SN 1987a)1. For heavier ALPs this does not work because the

reconversion into photons is strongly suppressed.

For su�ciently heavy ALPs with masses in the 10 keV - 100 MeV region however, an-

other process becomes possible: the decay into two photons. This possibility was analysed

1 For a future supernova the sensitivity could be improved employing Fermi-LAT [29].
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We focus on SN 1987a, which has already been exploited to derive a variety of limits

on ALPs. Perhaps the simplest one arises from the energy loss implied by significant ALP

emission, which would reduce the measured neutrino burst below the ⇠ 10 s observed by

neutrino detectors [20, 21] (light green region labelled SN 1987a in Fig. 1). For very light

ALPs with masses below ma < few⇥ 10�10 eV a better limit can be obtained by taking into

account that ALPs emitted from the supernova can convert into photons in the magnetic field

of the galaxy [22, 23], but no gamma-ray signal was ever detected after SN 1987a [17, 24–28]

(dark green region labelled SN 1987a)1. For heavier ALPs this does not work because the

reconversion into photons is strongly suppressed.

For su�ciently heavy ALPs with masses in the 10 keV - 100 MeV region however, an-

other process becomes possible: the decay into two photons. This possibility was analysed

1 For a future supernova the sensitivity could be improved employing Fermi-LAT [29].
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Largest local significance:  
3.3σ at ma=0.22 GeV (1.4σ global)

R. Gargiulo et al. https://arxiv.org/abs/2501.17753 “Feasibility study of true muonium observation with the existing Belle-II dataset”
M. Abumusabh et al. https://arxiv.org/abs/2607.07800 

https://arxiv.org/abs/2501.17753
https://arxiv.org/abs/2607.07800
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▪Belle II sets world-leading limits on axion-like particles, but this search will 
become trigger-limited 

▪Offline, GNN-based tracking already outperforms conventional methods 

▪Similar GNN algorithm operates as a hard real-time L1 trigger within 1.053 μs 

▪DEEP develops FPGA+AIE tooling for triggers on AMD Versal hardware 

Want to know more?  
www.erumdata-deep.de 

http://www.erumdata-deep.de

